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In recent years Artificial Intelligence and Machine Learning have 
become the hottest topics, promising significant improvements across 
a range of industries. Media substantially covered the breakthroughs 
achieved using novel AI/ML algorithms in many areas; and in 
particular, the neural networks and deep learning approaches behind 
the likes of AlphaGo. Following the trend, many companies made 
significant steps in areas of AI/ML. The typical approach is to take 
one or more business cases and seek to apply AI/ML technologies of 
different readiness levels to solve them. 

However, there are no free lunches and no silver bullets here – finding 
the algorithm or technology that is best suited to a particular use case 
is mostly down to investigative trial and error, guided by experience. 
To manage risk, companies put effort and resource into Proof-of-
Concept (PoC) projects aimed at establishing whether an approach 
really can solve the given business objective and where the focus is 
on the quality of the algorithmic performance. Many organizations 
find that converting working PoCs into industrialized solutions is much 
more complicated than expected, with seemingly inconsequential 
decisions made during the PoC phase leading to significant problems 
further downstream. 

A report issued by Pactera says that 85% of all AI projects fail. It also 
highlights that the transition from PoC to production usage the critical 
step at which most AI projects fail. What are the challenges and risks 
that make AI systems so hard to operationalize?
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People often  talk about AI/ML as “data plus algorithm,” But an 
accounting software is also “data plus algorithm." It operates with a lot 
of data and has sophisticated internal algorithms for tax calculations 
etc., but nevertheless, we wouldn’t necessarily categorize the latter as 
AI/ML. Why? A more in-depth consideration of this highlights different 
types of AI/ML scenarios, each of which is amenable to the AI DevOps 
approach.

We can group AI/ML usage into three broad categories:

Traditional Machine Learning:  This group contains methods that 
appeared during the mid-20th century and have broad adoptions. 
Examples are: forecast, regression, clusterization and many others. 
For a piece of accounting software, the AI/ML scenarios would 
perhaps be the forecast of company revenue or the grouping 
(clustering) of company customers based on some criteria. Traditional 
ML algorithms follow well-established approaches that are widely 
applicable, but which nevertheless need to be traded off and tuned 
in view of a specific problem. 

Modern Machine Learning: This group contains methods and 
approaches that have become available during the last 10-20 years 
and very often require some neural network systems to perform. 
Example use cases are image recognition, natural language 
processing, speech to text applications and other scenarios where 
simpler statistical methods fail to produce reliable models. For 
the accounting software example, a scenario could be a transport 
company that requires image recognition of a photo to fill in the data 
within an accounting order automatically. A human can perform such 
data entry actions, but the process takes time and errors are still a 
possibility. Like others, for this category of ML approach as well, the 
data used to train models is key. If a model is trained to process the 
English language, it definitely will not work for a transport company 
whose documents are written in Chinese. Extension of models to 
handle other possible scenarios creates added complexity. However, 
it facilitates the opportunity to build systems that can, in this example, 
recognize both English and Chinese text or indeed go beyond this – 
may be able to recognize and process handwritten English italic text. 
The algorithm is only as effective as the data on which it is trained. 
Once trained, that model must be easily reproducible and the model 
runs carefully monitored, especially if retraining with additional data 
is
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necessary to ensure that results have not drifted from expected 
regimes. Furthermore, the results of the model will often need to be 
explainable. This is of paramount importance for regulated areas 
like healthcare and medical devices where the consequences of an 
unreliable AI/ML model could include an incorrect diagnosis and 
treatment.

Next Generation Machine Learning: This group refers to those 
very complex algorithms or combinations of simpler algorithms 
that deliver advanced functionalities or behaviors. AlphaGo from 
Google, that beat the world champion in Go, is from this category. 
For the transport company accounting software, an example could 
be an AI voice dispatch management system that handles the calls 
and redirects truck drivers based on operational information in real 
time. It comprises a combination of voice analysis, text analysis, 
conversational elements, cognitive capability (company CRM and 
ERP) and complex reasoning (rationalizes what to do). Systems like 
this peak the excitement of business owners because of their vast 
potential. However, with such increased possibilities comes increased 
risk if these systems are not developed and deployed securely and 
reliably. For this and other examples, any weakness in the complex 
reasoning model could be disastrous. Consider if a system-based 
decision is to fire all truck drivers on the basis that there were no 
orders on a given day, without the system recognizing the day 
happens to be a public holiday. Cases like this may be rare but are 
not unheard. To address these challenges and ensure reliable and 
robust AI-driven systems require a unique approach, which we call 
Trusted AI.

In most organizations, one will find all three of these categories of AI/
ML usage, but it is not always obvious which type we are dealing with. 
While the nature of the individual models can vary depending on the 
business objective and the AI/ML approach undertaken, the same 
basic principles remain constant throughout – firstly, the presence of a 
PoC phase to prove the algorithm performance and hence de-risk the 
project is vital and, secondly, the steps taken to transform the solution 
from PoC to the production-ready state is fundamental to the success 
of the project.  

New approaches like deep learning introduce not only new 
possibilities in how we can apply AI/ML but also require more 
sophisticated infrastructure in real-world usage. 



Altran 06 - Background

Something which seemed obvious and almost trivial during PoC 
phase might be a major issue during operationalization and often 
would need a signifi cant amount of work in the infrastructure.

In this whitepaper, we will cover the key challenges to AI/ML 
industrialization and how the use of AI DevOps can streamline AI/ML 
development and deliver successful projects at scale.
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WHAT IS AI DEVOPS?

Operationalizing AI is more than just getting a model running on 
a server somewhere. It is about addressing all the technical and 
organizational challenges present during the AI lifecycle in a holistic 
way.

This is a rapidly developing fi eld that hasn’t yet settled on a consistent 
terminology. When we start looking into the operationalization of AI/
ML development, we immediately see a myriad of terms, including:

• AI Ops
• MLOps
• AI DevOps

Many of these terms focus on a specifi c component of what is 
needed. In this paper, we use the term AI DevOps to cover the entire 
AI/ML lifecycle, which includes:
• New model development from conception to production 
• Provision of data, platforms, services and integrations to run AI 

models at scale 
• Overall governance, management, control and re-use of AI 

models 

• Enterprise AI
• AI Infrastructure Engineering
• CD4ML
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AI DevOps is the seamless integration across multiple designs and 
delivery phases to rapidly deliver into production highly trusted AI/
ML models, with continuous monitoring, automated assessments 
and refi nements. It is built by cross functional teams that have all 
the necessary skills and expertise. It adopts core DevOps practices, 
such as continuous integration and deployment. It extends them to 
address the additional challenges of AI/ML – managing not just code 
but data and models to enable rapid iterative development, simplify 
maintenance, and enable re-use.

We believe that to address the challenges of moving AI/ML into 
production, we need to work within the intersection of Data plus 
Operations plus Artifi cial Intelligence. Such a combination is the key 
to successful rollout:
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This includes knowledge of specifi c tools,  skills and the abilities 
to use specifi c processes that streamline AI/ML development. Our 
experience of running successful AI/ML projects in production shows 
that all of them strongly address each of the AI/ML, Operations and 
Data streams. As mentioned earlier, success for us is not just having 
a model running in production. It is having a Trusted AI system 
that solves specifi c business needs in such a way that owners can 
be at peace. If models in use are well understood, surprises can 
be avoided. You can prevent the need for reactive fi refi ghting and 
instead accommodate proactive business improvement. This requires 
mature processes, well designed testing and validation and a high 
degree of automation. 

Due to the blend of data, models and code, the automation needed 
for continuous delivery of AI/ML systems are signifi cantly more 
complex than for traditional software. AI DevOps engineers are 
not merely DevOps engineers with a few new tricks! They need to 
understand the entire data fl ow, the challenges that exist around user 
adoption and be capable of incorporating the necessary automation 
to support the ongoing re-use of AI/ML models. A successful delivery 
process needs to focus both on building the right thing (so that the 
embedded models meet with the organization’s objectives) and 
to build it right (so that those operationalized models perform as 
expected). 
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DETAILS ON 
CAPABILITIES

When looking specifi cally into competencies, AI DevOps teams need 
the following parts:

AI DevOps teams have competencies in all of the areas above. This 
combination in our experience includes the right mix of skills to address 
the real-life challenges of pushing AI/ML into production.

DEVOPS DATA ENGINEERING

ARTIFICIAL INTELLIGENCE

• Containers & Virtualization
• Monitoring
• Deployment
• Security
• CI & CD
• Engineering Practices
• Distributed Computing

• Integration & workfl ows
• ETL
• Data pipelines
• Data Quality
• Data Versioning
• Data warehousing
• Big Data
• Business Intelligence Integration

• ML tools management
• DS & ML collaboration
• Training optimization
• Model selection in view of 
        accuracy and generalizability
• Validation of models
• Estimating model 
        performance in the real 
        world  with unseen/test data

• Usage of synthetic and real 
        test data to improve 
        robustness  of the algorithms 
• Annotation tooling 
        integration
• AutoML & prototyping 
        integration
• Production usage, 
        infrastructure
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TEAM 
ORGANISATION

Many organizations that have started to invest in AI and data science 
have set up dedicated teams in these areas. These are typically 
people with strong mathematics and machine learning experience 
and job titles such as Data Scientist, Machine Learning Engineer, 
Perception Engineer or AI Developer. While they almost always have 
coding skills, they are often not experienced software engineers. They 
may lack the knowledge and skills to develop high quality software to 
deploy solutions effectively into production. 



In most organizations, software development sits within IT, where the 
situation is reversed. There may be plenty of experience of software 
development and deployment but limited or no knowledge of AI/ML. 

The result is often is a disconnect between the two teams and a 
range of symptoms and problems.  For example, IT could struggle 
to develop algorithms and proofs-of-concept into production ready 
systems as they have to convert experimental R or Python code to 
Scala and struggle to generate identical results. How can they tell 
if these differences are significant or not? Data science teams can 
inadvertently make this conversion difficult because of their focus on 
solving the problem well, without thinking at an early stage whether 
potential solutions will scale and be easily monitored in production. 
All this leads to slow development, where promising solutions get 
stuck in the form of proof-of-concept purgatory and where there is 
poor ROI on data science investment. 

It may initially be tempting to solve this problem by upskilling data 
science teams and give them operational tasks to allow them to take 
end-to-end responsibility. Data scientists are smart and motivated 
people. However, the gap in both skills and mindset can make this 
upskilling a slow process. Also, the cost of a data scientist, generally 
higher in many circumstances, can not be ignored.

Our experience shows that AI DevOps teams need to be fully cross 
functional, bringing all the necessary ML and DevOps skills in one 
place. This avoids hand-offs between teams and allows for quick 
iterative development cycles. 
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CHARACTERISTICS OF AI 
DEVOPS SYSTEMS 

We now turn to the characteristics needed to support the 
operationalization of AI/ML systems. The key areas that need attention 
are the following ones:

• Model management: Organizing the development process of ML 
models around manageable artifacts which cover key aspects in a 
well-structured way

• Monitoring: Tools which enable collection and inspection of 
model performance & behavior during actual model usage

• Metadata management: Collection, storing and access to 
information, which was part of model development, training and 
serving to get deeper insights into some model implementation 
specifics

• Concept drift: Detection of whether data or underlying 
assumptions have changed in nature which makes the model 
results less accurate or invalid, i.e., start to “drift”

• Traceability: Set of practices and tools to make it possible to  
back track from any decision through the historical trail that led to 
it, from the algorithm, data and operational aspects

• Reproducibility: Set of tools and practices which enable 
reproducibility of experiments during model development or 
serving

• Verification and validation: Set of tools and practices which 
answer questions: "does the implemented algorithm do as 
specified in the documentation?" and "is the chosen algorithm 
correct, can we trust it?"

 Characteristics of AI DevOps systems
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• Model serving: Running a trained model in the production 
setting with a configuration set for optimal performance and 
scalability

• Hyperparameter tuning: Exploring the impact of algorithm 
parameters and setting these to optimize a model’s performance

As we can see from the list, most of these are unique to AI/ML 
systems, underscoring why just applying DevOps practices for AI/ML 
is not sufficient. We can now look at the components that make up an 
AI DevOps pipeline:

• Data Pipelines: Tools, solutions and frameworks that organize 
data operations into pipelines or workflows to streamline 
integration with models, such as data preprocessing, format 
transformation

• Machine Learning pipelines: Tools, solutions and frameworks that 
automate and simplify typical machine learning development 
activities such as model retraining

• Model Repository: Tools and systems that provide model 
management functionality using various interfaces with existing 
infrastructure

• Containerization: A process that helps to wrap a model into a 
container to simplify its integration with operational technology 
stacks 

• CI/CD: Collection of tools that automate the build and integration 
processes in a convenient and simple manner

• Production AI/ML stacks: Such as Kubeflow, MLFlow or TFX
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When combined, they provide the following chart: 

This chart is benefi cial in identifying the set of activities that must 
happen and the order in which it should create a roadmap of changes 
to ramp up the production AI/ML capabilities.
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PIPELINES

Pipelines play an important role in operationalizing AI/ML projects. 
They systematize the work to make available the required data or 
models. These are typically multi-step processes; for example, a data 
pipeline might include steps to check the quality, impute missing data 
and apply transformations. Using a pipeline ensures these steps are 
applied consistently, automatically and traceably.   

Pipelines are many, ranging from simple message queue-based 
solutions right up to complex enterprise-grade ETL processes. 
Typically, they can be classified into four groups:

• A simple batch-oriented pipeline with an established solution 
that provides a pipeline, workflow or orchestration functionality. 
Such systems are general and do not require significant coding 
to work. These usually come with some user interfaces and 
dashboards which have good UI based control, examples are 
AirFlow, Luigi, Oozie

• ETL solutions: Evolving from traditional enterprise extract-
transform-load solutions they have a lot of features available out 
of the box. They are similar to more straightforward solutions but 
at the same time, they are overloaded with other features that 
do not necessarily have direct usage in AI/ML development. Still, 
many companies already have them in place, making them an 
excellent starting point for AI/ML data pipeline implementation, 
examples are Talend, Mule
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• Developer focused computation tools: They provide significant 
flexibility and a lot of architectural options for various 
computational scenarios like distributed computing, streaming, 
highly scalable systems. At the same time, they require  an 
excellent coding experience and significant background to do it 
right. Examples are Hadoop, Spark, Kafka, Storm

• Machine learning pipelines with strong data pipeline 
functionality: They have many characteristics in common with the 
previous systems but having an AI/ML-first approach. They fall 
more into the category of AI/ML technology stacks
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TECHNOLOGY STACK

The AI technology landscape is complex and rapidly evolving, with 
a range of specific tools that have various levels of maturity, very 
different feature sets and different development roadmaps. During 
the standardization of our AI DevOps process, we created the AI 
DevOps Landscape deck, which shows all of the tools available on the 
market and how they map to a specific functionality group.

AI DevOps tools and technologies can be grouped into three major 
buckets:

• Pure open-source tools. An example is TensorBoard, which 
provides insights into model performance

• Hybrid opensource, proprietary technologies. An example is 
Pachyderm. It provides a free and robust community version but 
also has a paid-for enterprise version with extra features

• Closed-source tools, typically cloud-based. An example is 
SageMaker from Amazon Web Services. It is a great tool that 
simplifies AI/ML development but risks vendor lock-in as it cannot 
be used on other cloud platforms or for standalone development

With technology moving at high speed in this area, the best way to 
approach the question of selection of technical stack is to look at 
which tool solves the specific challenge best. Paid for tools aren’t 
necessarily better or more appropriate than free ones, and open-
source is not a guaranteed long-term support. The interaction and 
integration with existing IT systems also play a vital role in decision-
making – for example, there’s no point looking at what AWS has to 
offer if the rest of the organization is committed to Azure! 
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It can be instructive to look at the technology stacks that other 
organizations are using. This helps to understand the pieces that work 
well together and build awareness about the maturity of those tools. 
However, be cautious as the context and scale of that organization’s 
ML development may be very different from your own. It is essential 
to understand the constraints that force or infl uence the selection 
of specifi c technologies elsewhere and use that knowledge to help 
shape your decisions. 

Sample fl ow with Pachyderm:
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INDUSTRY EXAMPLES

Spotify - A major provider of streaming music - Is using Kubeflow as 
a base for their internal Machine Learning platform.[2]a base for their internal Machine Learning platform.

[2]. https://labs.spotify.com/2019/12/13/the-winding-road-to-better-machine-learning-infrastructure-through-
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Gojek - A major ride-hailing provider in South Eastern Asia. Gojek 
uses MF flow as a basis for Machine Learning development.[3] 

[3].https://www.slideshare.net/databricks/scaling-ridehailing-with-machine-learning-on-mlflow
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CHALLENGES

AI/ML system development is multi-faceted. In our experience, we 
identifi ed  the following areas of particular interest and formed a 
recurring set of relevant challenges:

1. How to put a model into production?
What set of activities needs to happen to have the model that was 
developed running on a production system? How is data fed into the 
model? Where does this data come from? Where are the model’s 
outputs to be accessed from? 
2. How to monitor AI/ML in production?
Once in production, how will the monitoring be set up? How should 
we monitor model performance? Which model characteristics are 
essential for production monitoring? 
3. What should the machine learning pipeline look like?
We know that this process should be automated, but how exactly? 
What should be the granularity? How should the artifacts interact? 
Should we go with containers or embedding?
4. How to address versioning?
While it sounds simple at the beginning,  experiment tracking, 
data set tracking and release management create a unique set of 
challenges that sometimes have no obvious solutions.
5. How to realize collaboration?
How are the insights to be shared and made accessible to wider 
networks? Are there data privacy restrictions that need to be 
overcome so that knowledge sharing is accommodated and 
controlled? How do we cross organizational boundaries and align 
goals?



23 - Challenges Altran

In all organizations, AI is a team sport. When there is a lack of 
integration and timelines are tight, the default fallback strategy 
is often sub-optimal. Email and Dropbox-like systems as primary 
exchange tools are not as rare. Having the appropriate integration 
and collaboration empowerment signifi cantly increases the chances 
of success of AI/ML systems.

Because different companies approach AI/ML PoC development in 
different ways, they might already have the answers to some of those 
challenges. Still, this list is a useful standalone self-questionnaire to 
prompt early discussions and planning so that businesses do not 
need to wait until issues arise but instead proactively evaluate how to 
make their systems ready for production usage of AI/ML models.
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REFERENCE 
ARCHITECTURES

We are convinced that the best way to have a meaningful 
conversation and address the technical challenges of AI/ML 
development is to group AI projects into what we call Solution 
Patterns, or Reference Architectures. While some effort is needed to 
make the right classifi cation early on in the project, this signifi cantly 
improves the quality of analysis and decision making later on.improves the quality of analysis and decision making later on.
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As highlighted earlier, the AI/ML play fi eld ranges from Traditional 
Machine Learning with simple statistical regression models right up 
to Next Generation Machine Learning models, which are used to 
create new living forms. Identifying the relevant reference architecture 
for each project assists decision making and increases the general 
understanding of the domain and the requirements. These 
architectures do not necessarily provide all of the immediate answers 
and some tailoring is still needed to address project-specifi c nuances. 
However, it will narrow the problem-solution space down to much 
more manageable dimensions. 

Strategic goals and aspirations vary signifi cantly from one project to 
the next: a Conversational Interface that takes patient data, is very 
different from an Image & Vision system for the construction industry. 
Even those projects that have very similar high level characteristics will 
likely require different pipelines, release procedures and assurance 
strategies. 

Having a more structured approach to operationalization will result in 
a signifi cantly more effi cient development process and will help form 
a strong internal knowledge base around important concepts. 

Here is an example of Solution Pattern for Intelligent Processes:
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DEPLOYMENT 
TARGETS

Another tricky aspect of AI/ML development is that the result is not 
software in a traditional sense. Neural network based AI/ML projects, 
for example have different outputs than just a piece of code, they 
typically consist of network architectures and pretrained weights. 
Network architecture efficiency and quality criteria are addressed as 
a part of the Trusted AI initiative. But significant growth of AI-enabled 
hardware, such as specialized chips like the Movidius stick, or training 
hardware like Google TPU, make this field much more diverse. 

Also, significant and rapid developments around data privacy make 
AI/ML development and deployment a much more dynamic and 
multi-element endeavor. Using data as-is is not possible and you 
need to work within country-specific data privacy laws. Technical 
implications of GDPR, HIPAA, CCPA and others for AI/ML are 
significant and are here to stay. The unique nature of AI/ML, where 
data is blended with algorithms, will make it even harder to accurately  
address these privacy concerns without transparent development 
processes and carefully designed operational usage. An example 
would be the deployment of an ML training platform to a clinic IT 
center to train algorithms using patient data, so that the data itself 
will not leave the clinic data center, instead, the trained models are 
subject to a controlled release to allow practitioners to assess and use 
those algorithms. 
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Many organizations are struggling to realize the full potential of AI 
and data science due to difficulties in converting innovations from a 
lab or PoC environment into production. AI DevOps provides a way 
forward to address the technical, organizational and governance 
challenges that need to be overcome to allow AI and data science 
to be operationalized quickly and with control. Cross functional 
teams increase the effectiveness of collaborative work across 
business divisions and improve motivation and cross-skilling. 
Efficient data science infrastructure minimizes friction and barriers 
through automation and orchestration of data, machine learning 
and deployment pipelines. Automated deployment allows for rapid 
iterations of solutions, enabling data science teams to improve 
solutions and respond quickly to changing business conditions 
proactively.

While the technological maturity of parts of the AI/ML tool stack is a 
risk item, with careful selection, organizations can find solutions that will 
allow AI DevOps to be successfully implemented. It requires looking  
holistically at the more extensive business needs, the organization’s 
current working practices, and the data, models and systems currently 
in use. This analysis will guide the organizations choice of AI/ML 
operationalization approach through AI DevOps that will bring 
maximum business benefit.  

CONCLUSION
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